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Abstract 

 

In psychology and language research, attempts to replicate published findings are less 

successful than expected. For properly powered studies replication rate should be 

around 80%, whereas the Open Science Collaboration (2015) could replicate less than 

40% of the studies that were selected from different areas of psychology. Language 

researchers are hindered in estimating the power of their studies, because the designs 

they use present a sample of stimulus materials to a sample of participants, a situation 

not covered by standard power formulas. In addition, a new type of analysis (linear 

mixed effects) has been proposed that is not covered by standard power formulas 

either. To remedy the situation, we analyzed the data of two priming megastudies: one 

on orthographic priming and one on semantic priming. We checked how we could 

estimate the power of a priming study using simulation and tracked which variables 

influenced power. We observed that many priming studies are indeed underpowered, 

as a properly powered experiment requires at least 1,600 word observations per 

condition for the orthographic priming study, and 3,200 word observations per 

condition for the semantic priming study. The difference was due to the higher 

variability in the latter dataset than in the former. Guidelines for running properly 

powered language experiments are given. 
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In psychology and language research, attempts to replicate published findings are less 

successful than expected. For properly powered studies replication rate should be 

around 80%. The Open Science Collaboration (2015) could only replicate 36% of studies 

that were selected from different areas of psychology. This can partly be explained by 

publication bias and fraud, but most likely reflects a lack of power in the original studies. 

In psychology, the sample size required for finding an effect of a given size is rarely 

estimated. Most studies proceed by running a typical number of participants (customary 

to the lab) or run the same number of participants as mentioned in a previous 

publication. Increasing the sample size after an interim analysis is common practice.  

This article tracks the power and required sample size for a design often used in 

language research: a Latin square design with repeated measurements for participants 

and stimulus items. The paradigm investigated is priming (a word is preceded by a 

related or an unrelated prime) with a lexical decision task (is this a word or not). Power 

is computed by simulation or by sampling participants and items from large-scale 

megastudies with data available online (Adelman et al., 2014; Hutchison et al., 2013). 

Power was computed for a mixed effects analysis, but also for older analysis techniques 

that are still in use in this field of research (F1F2 and minF’).  

 

Insufficient power in psychology studies 

Ever since Cohen’s (1962) classic study on statistical power, it has been known that 

many psychology studies contain too few observations to properly investigate the 

effects under examination. A good experiment should have 80% chance of finding the 

effect, given that the effect is present at the population level. The 80% is a compromise 

between certainty about the effect and the investments needed to further increase the 

power. Even so, Cohen (1962) showed that many experiments published in the 

established psychology journals have a power considerably below 80%. Up to recently, 

Cohen’s criticism has had little impact on fundamental research (Vankov, Bowers, & 



 

4 

 

Munafò, 2014). Several reasons can be mentioned. First, many researchers assumed the 

lack of power did not apply to their own research area. This may have been particularly 

true for fundamental researchers, who saw the lack of power as a concern specific to 

applied research. A second reason is that popular software to calculate the power of a 

study (e.g., Campbell & Thompson, 2012; Faul, Erdfelder, Lang, & Buchner, 2007) does 

not include the designs typically used in cognitive research. Finally, some blame must be 

given to statistical textbooks, which work with unrealistically large effect sizes in their 

examples and do not warn students that such effects are unlikely to be found in reality. 

In general, psychological researchers have been ill prepared to run well-powered 

experiments, and reviewers/editors were lacking clear guidelines as well. The situation 

is currently changing. First, it is becoming clear that even in fundamental research, the 

replication rate is well below the 80% it should be for reasonably powered experiments 

(as it happens, it is below 40%; Open science collaboration, 2015). Second, it is 

becoming clear that there is a file drawer problem. Significant results are more likely to 

be published, meaning that the effects sizes are inflated, also those from studies that 

can be replicated (Kuhberger, Fritz, & Scherndl, 2014; Open Science Collaboration, 

2015). In addition, the file drawer problem combined with low power has an 

unacceptably high chance of producing publications that report a significant effect 

opposite to the one present at the population level (Gelman & Carlin, 2014). Finally, it is 

also becoming clear that a trend towards significance observed in many underpowered 

studies leads to data massaging attempts, which increase the chances of getting the 

effect across the ’significance’ level (Francis, 2012; Leggett, Thomas, Loetscher, & 

Nicholls, 2013; Simmons, Nelson, & Simonsohn, 2011).  

 

Sample size  

For an applied researcher, the question of interest is how large the sample size must be 

to achieve adequate power (80%). In the simplest case (the comparison of the mean of 



 

5 

 

two groups) this number depends on the size of the difference between the groups, the 

overall variance of the measurement and the power targeted. Cohen (1969) derived 

power formulas for this situation and a number of other common tests and designs. 

Most of these have been integrated in software packages such as G* Power (Faul et al., 

2007). Unfortunately there is no power formula available for the common situation in 

language research where we have repeated measurements for both participants and 

items.  

So in practice, researchers rely on typical numbers of participants (12, 16, 24, 32, see 

Kühberger et al., 2014). To get some idea of the numbers used, we analyzed the 10 most 

recent masked priming papers listed in the Web of Science on December 15, 2015. Table 

1 shows the results. (Masked) priming is a popular paradigm in experimental psychology 

and, as we will see below, it is also a paradigm for which data from large-scale studies 

are available. 

 

Table 1: Numbers of participants and trials used in a sample of masked priming studies. 

Trials limited to those items that were analyzed (e.g., the words in a lexical decision 

task). The last column shows the number of observations per cell of the design (i.e., per 

condition tested). 

Reference  Study  Task  Nconditions  Npart  Ntrials  Nobs/cell  

Bell et al. (2015)  Exp 1  
Semantic 

classification  
6  23  120  460  

 Exp 2  
Semantic 

classification  
6  41  120  820  

 Exp 3  
Semantic 

classification  
6  39  120  780  

Beyersmann et al. 

(2015)  
 Lexical decision  8  191  50  1194  

Ussishkin et al. 

(2015  

Exp 

2a  
Lexical decision  3  66  36  792  

 
Exp 

2b  
Lexical decision  3  70  36  840  
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Kgolo & Eisenbeiss 

(2015)  
Exp 1  Lexical decision  7  70  55  550  

 Exp 2  Lexical decision  8  63  55  433  

 Exp 3  Lexical decision  8  65  55  446  

Sulpizio & Job 

(2015)  
Exp 1  Word naming  6  24  48  192  

 Exp 2  Word naming  6  24  48  192  

 Exp 3  Word naming  6  24  48  192  

 Exp 4  Word naming  9  20  56  124  

Dasgupta et al. 

(2015)  
 Lexical decision  10  28  490  1372  

Guldenpenning et 

al. (2015)  
Exp 1  Action decision  24  44  408  748  

 Exp 2  Action decision  48  50  576  600  

Atas et al. (2015)   
Direction 

decision  
32  29  2560  2320  

Perea et al. (2015)   Lexical decision  4  40  120  1200  

Kiefer et al. (2015)  Exp 1  
Evaluative 

decision  
8  24  384  1152  

 Exp 2  
Evaluative 

decision  
16  24  768  1152  

 Exp 3  
Evaluative 

decision  
2  20  150  1500  

 

Table 1 illustrates the wide variety of number of participants used. It varies from 20 to 

191.
1
 At the same time, Table 1 illustrates another important aspect, namely that 

experimenters have additional control over the number of trials they present to each 

participant. This number varies from 36 to 2,560. The number of trials tends to be 

higher in non-language studies, where stimuli can be repeated. Language researchers 

prefer not to present the same target word twice and, hence, are limited by the number 

of stimulus words they are able to find. The fact that both the number of participants 

and the number of trials can be manipulated in psychological experiments begs the 

questions to what extent one compensates for the other and how many observations 

are minimally needed for a properly powered experiment. Unfortunately, these 

                                                        
1 The numbers close to a round number are due to participants that were lost for the analysis, either 

for technical reasons or because their results were too poor. 
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questions are not answered by the standard power packages such as G* Power, which 

are limited to designs in which each participant produces a single number per condition. 

Such a number can be the average reaction time (RT) per participant per condition, as 

used in the classical F-test over participants (called F1), or the average RT per stimulus 

per condition, as used in the classical F-test over items (F2). Currently, however, 

researchers are urged to use mixed effects models (Baayen, Davidson, & Bates, 2008), 

which take all observations into account. For these designs, there are no power 

formulas available yet. 

The lack of power formulas for typical designs in psycholinguistics or cognitive 

psychology does not imply that power analysis is impossible. There is a general 

simulation framework available that can be adjusted to any design and analysis method. 

It goes back to the formal definition of power: Power is the probability that your study 

will find a significant effect, given that there is a true effect. It proceeds by generating 

the design matrix of the study. Then for each trial a realistic value for the dependent 

variable is filled in by simulation. ‘Realistic’ is defined by the effect we are looking for 

and by the variance of the measurement (both also appear in the power formulas). Then 

the intended analysis is applied to the data. This process is repeated a large number of 

times (2,000 times or more) and the proportion of studies that find a significant effect is 

computed. This proportion is an estimate of the power of the design and analysis 

method given the sample size and the anticipated effects and variances.  

At this point it is important to point out the overlap between power simulations and 

power formulas. First, in settings where both can be applied, the results are equivalent, 

provided the assumptions from the formulas are used in the data simulation. Second, 

both need estimates of the effect size and the variance in the data. This leads to a 

general problem: Where do we get these estimates? We can look at the published 

literature, but due to the file drawer problem some of the effects reported in the 

literature may be suspect. Often the necessary estimates of the variance(s) are not even 

reported. The approach advocated by textbooks is to do a pilot study to get a 
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reasonable idea of the effect size and variation you are looking at. These can then be 

used to estimate power. Another approach is to start from publicly available datasets, 

which is the approach taken in the current article. First, however, we mention a few 

more issues related to power analysis in language studies. 

 

Additional issues in power analysis of language studies  

The use of repeated measures per participant and per item is not the only reason why 

the classical power formulas do not fit language studies. For a start, reaction times (RTs) 

are not normally distributed but positively skewed - most models assume normally 

distributed residuals. Second, RTs in slower conditions can have a higher variance, so 

that the assumption of homogeneity of variance over conditions is not met. Third, there 

are dependencies between consecutive observations. For instance, RTs are usually 

slower after an error than after a correct response. Fourth, we always have missing 

observations, because in language studies RTs of error responses are excluded from the 

analysis.  

On top of that, several types of data analysis are used in language research, some tests 

being more powerful than others. Standard analysis strategies are the independent 

calculation of repeated measures ANOVAs across participants and across stimuli (F1 and 

F2), the calculation of a combined F-statistic based on these F1 and F2 statistics (minF’), 

or mixed effects models with various numbers of random effects included (for a review, 

see Barr, Levy, Scheepers, & Tily, 2013). Details about these three analysis methods are 

provided below.  

The power simulation method described can be adapted to different designs and 

analysis methods, but it can also be used to study the effects of violation of model 

assumptions. Generate data that are positively skewed, contain missing values etc. and 

you can test for robustness against these violations of the model assumptions. This is an 

extra advantage of simulation: It is more general in the sense that it does not assume 
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perfect data. The method can also be used to track the type I error rate of a test: Plug in 

a null effect - the power if there is no effect is by definition equal to the type I error rate.  

The more realistic the simulated data, the more accurate the power estimates will be. 

Ideally, one would initially generate replications by sampling from real data instead of 

simulated data. In language research the former has become possible due to the 

availability of so-called megastudies. In these studies, a reasonably large group of 

participants processes a large number of stimuli (Balota, Yap, Hutchison, & Cortese, 

2012; Keuleers, Stevens, Mandera, & Brysbaert, 2015; Keuleers & Balota, 2015). 

Keuleers, Lacey, Rastle, and Brysbaert (2012, see also Keuleers, Diependaele, & 

Brysbaert, 2010) ran a power analysis on one of the megastudies (the British Lexicon 

Project). The study consisted of a lexical decision experiment, in which 40 participants 

responded to 14 thousand words and 14 thousand nonwords each. Keuleers et al. 

(2012) observed that with a group of 40 participants, one needs 40 words and 40 

nonwords per condition to have 80% chance of obtaining a significant effect in a simple 

design with two conditions when the expected difference between the conditions is 40 

ms. For an expected effect size of 20 ms, one requires 160 words and 160 nonwords per 

condition (this is a total of 40 * 160 * 4 = 25,600 observations, of which half are not 

used in the analysis, namely the data of the nonwords). As can be seen in Table 1, a total 

of 6,400 word observations per cell was not met in any of the studies we analyzed. Very 

few studies even contained the 1,600 word observations per cell needed to find a 

difference of 40 ms. This means that the priming paradigm is more powerful than the 

simple lexical decision task or that the studies in Table 1 lacked the power to properly 

measure a priming effect of 20 ms (which is the typical effect size expected in priming 

studies). In the analyses below, we will calculate the power of the priming paradigm. We 

will also look at situations where the number of participants is larger or smaller than 40, 

as for some experiments it is easy to run additional participants, whereas for other 

experiments this may be next to impossible. 
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The priming paradigm  

Given that the analysis of megastudy data is likely to replace small-scale factorial studies 

in simple lexical decision and word naming, the issue of power is becoming less 

problematic for these tasks, as all good megastudies published so far are based on 

hundreds of stimuli and 30-40 participants per stimulus. Other paradigms, however, still 

heavily rely on the factorial design. As shown in Table 1, priming is one of them. Many 

studies examine how processing of a target stimulus depends on the prime stimulus 

presented before.  

A typical priming design in language research is one in which a target word (e.g., 

’doctor’) is preceded either by a related word (’nurse’) or an unrelated word (’purse’). 

By looking at whether target processing time is faster after the related prime than after 

the unrelated prime, researchers are able to investigate the variables playing a role in 

word processing. To study automatic processes, it is nowadays customary to present the 

prime very briefly and to mask it, so that the prime cannot be perceived clearly and 

cannot be used strategically to influence target processing (Forster, Mohan, Hector, 

Kinoshita, & Lupker, 2003). Various types of primes are used, such as semantic primes 

(the nurse-doctor example above), orthographic primes (moctor-doctor), phonological 

primes (gheighs-gaze), morphological primes (viewer- view), translation primes (meisje-

girl for a Dutch-English bilingual), and so on. The priming effect is usually measured by 

asking the participant to make lexical decisions to the target words. Within this 

paradigm, priming effects of 20 ms are typical. Priming effects of 30 ms and more are 

considered large; effects of 10 ms and less are considered small.  

An advantage of the priming paradigm is that the same target words can be preceded by 

related and unrelated primes. This takes away some of the variability that is present in a 

typical lexical decision experiment, where the words in the two conditions are different. 

So, one can expect to require less than the 40*160 = 6,400 observations per cell to have 

a properly powered experiment. However, how much less? And to what extent does the 

number of words compensate for the number of participants, and vice versa?  
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The above questions can be answered in two ways. The first is via simulation; the 

second by means of a large-scale study that has abundant power. The former has the 

advantage that it can easily be adapted to other designs; the latter has the advantage 

that it deals with ’real’ data and, therefore, is likely to provide a proper comparison 

against which the simulated data can be compared.  

Two priming megastudies have been published in recent years. The first is a semantic 

priming study published by Hutchison et al. (2013). In this study, 1,661 target words 

were preceded by four types of primes and responded to by 768 participants. The 

second is an orthographic priming study, published by Adelman et al. (2014), in which 

over 1,000 participants made lexical decisions to 420 six-letter words and 420 six-letter 

nonwords, preceded by 28 different types of orthographic primes, going from 

completely identical to the target word (design-DESIGN) to completely different (voctal-

DESIGN).  

 

Statistical tests investigated 

As indicated above, one key property of language studies is that a sample of items is 

presented to a sample of participants. Over the years several alternative solutions to 

this problem have been put forward. Initially (until the seventies), data from word 

recognition studies were analyzed as if there were no repeated measurements over 

items. The data were averaged per participant and per condition and a repeated 

measures ANOVA was conducted. Clark (1973) commented that this analysis only tested 

whether the results would generalize to a new sample of participants. It did not test 

whether the results would generalize to a new sample of language items, so in principle 

the effect could be specific to the stimulus set that was used. Clark proposed a statistic, 

called F’, to make sure that the results would generalize both to new sample of 

participants and to a new sample of items. The statistic is computed in two steps. First, a 

repeated measurements ANOVA is done on the data averaged per participant and 
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condition. The resulting F value is called F1. Then, a repeated measurements ANOVA is 

done on the data averaged per item and condition. The resulting F value is called F2. 

Then the two values are combined into an estimate of the lower bound of F’, called 

minimum F’ (minF’):  

minF’(i, j) = (F1 × F2)/(F1 + F2) 

with  

i = df1  

j = (F1 + F2)
2
 / (F1

2
/df22 + F2

2
/df21)

 

where df1 is the nominator degree of freedom for both F1 and F2, df21 the 

denominator degree of freedom for F1, and df22 the denominator degree of freedom 

for F2.  

Clark (1973) acknowledged that minF’ was a conservative estimate for F’, as it was only 

an estimate of the lower bound of F’. This weakness was also pointed out by Wike and 

Church (1976). As a result, most language researchers never really reported minF’, 

because virtually no effects were significant according to this criterion. Instead, the 

results of the intermediate steps (F1 and F2) were reported (Raaijmakers, 

Schrijnemakers, & Gremmen, 1999; Raaijmakers, 2003), based on the interpretation 

that F1 indicated what would happen if the study was repeated on a new sample of 

participants, whereas F2 indicated what would happen if the study was repeated on a 

new sample of items. The implicit rule was that the null hypothesis was rejected if both 

F1 and F2 were significant.
2
 This rather ad hoc solution survived for years. Recent 

simulation studies (Barr et al., 2013) showed that this strategy was actually not that bad 

in terms of type I error and power, but just mediocre.  

                                                        
2 In reality, many papers have been published with one of the test significant and the other ‘close to 

significance’. 
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Today, most researchers would analyze these data using a Linear Mixed Model (LMM). A 

general description of this model can be found in Laird and Ware (1982). This model 

tries to remove the dependencies between residuals from the same unit of observation 

(participant or item) by adding unit-level adjustments to the intercept and to the 

priming effect.  These adjustments are called the random effects.  

Early implementations of the model, e.g. the R package nlme (Pinheiro, Bates, DebRoy, 

Sarkar, & R Core Team, 2015) described in Pinheiro and Bates (2006), could only handle 

data where the grouping factors were nested, such as measurements of children that 

were nested within classes within schools. In language research the grouping factors - 

participants and items - are not nested, but crossed. An implementation of the linear 

mixed model that allowed for such designs became available in the package lme4 (latest 

version: Bates, Maëchler, Bolker, & Walker, 2015). This option was introduced to the 

language research community in a widely cited paper of Baayen, Davidson, and Bates 

(2008). 

Regrettably, the paper did not mention much about model building. A lot of people 

started doing mixed effects analyses without modeling the random part of the model - 

only random intercepts were included for the grouping factors. Barr et al. (2013) 

showed that failure to include random slopes can lead to massive inflation of the type I 

error rate (observed α was up to 45% instead of the required 5% in some of their 

simulations). Within the language research community this has led to some skepticism 

about the results from mixed effects analyses. Consequently, some people still prefer 

the older analysis techniques. Barr et al. (2013) themselves advocated adding a random 

effect for every repeated factor in the design, also for the interactions. This can be seen 

as an attempt to make the model idiot-proof, but it has drawbacks. Sometimes there 

are just not enough data to estimate the random slopes. This can lead to random slopes 

that are perfectly correlated with the random intercept. Or worse, it can lead to 

convergence problems when fitting the model. Using some example datasets, Bates, 

Kliegl, Vasishth, and Baayen (2015) showed that in the presence of convergence 
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problems the random structure can be simplified, without risk of making the model anti-

conservative.  

For the present simulations, selection of the random structure for the model proceeded 

as follows. First a model with only random intercepts per participant and item was fitted 

to the data, using the restricted maximum likelihood (REML) criterion. Then a model 

was fitted with a random priming effect for participants. Double the difference in log 

likelihood of both models was compared against a χ
2 distribution with 1.5 degrees of 

freedom (one degree of freedom for the covariance between the random intercept and 

slope, only half a degree of freedom for the variance of the random slope as variance 

has a lower bound of 0). If the difference was significant at the 0.05 level, the random 

slope was necessary. The same was done for the random priming effect over items. 

Dependent on the results of the likelihood ratio tests and convergence of the models, 

the intercept-only model, the model with a random slope per participant, the model 

with a random slope per item or the model with both random slopes was chosen as the 

final model.  

Several possibilities exist to test the significance of a fixed effect in a mixed model. 

Monte Carlo Markov Chain (MCMC) methods have been developed, but in the lme4 

package (Bates, Maëchler, et al., 2015) these are currently unavailable for models with 

more than just a random intercept. Likelihood ratio tests between model fits with or 

without a fixed effect is a possibility, but building and testing a series of nested models 

becomes tedious and error prone in more complex designs. Therefore, we relied on the 

simple Wald test to test for a priming effect. By default lme4 computes no degrees of 

freedom for this test; nlme does use the ’withinbetween’ criterion, in SAS both the 

Satterthwaite (1941) and Kenward and Roger (1997) degrees of freedom are available. 

The pbkrtest package (Halekoh & Højsgaard, 2014) provides the latter for lme4, but 

computation can take very long. Because the simulations reported here focus on power 

- and hence use larger samples - small sample corrections for the degrees of freedom 

are less of an issue. So we compared the values of the Wald tests against the normal 
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distribution. The results of the simulations for the null-effect conditions will show 

whether this leads to inflated type I errors.  

All in all, we will report the data for three analysis techniques: mixed effects models, 

F1F2, and minF’. This does not deny that other options are available. Recent 

developments (Bates, Kliegl, et al., 2015), for instance, suggest that Generalized Additive 

Models (GAM, see e.g. Wood, 2011) may be useful to model the trial-to-trial 

dependencies in RT research. RTs are known to be higher in the beginning of an 

experiment, reduce after practice and then rise again due to fatigue. Adding a smoother 

for time may increase the fit of a model to the data and also remove correlations 

between the residuals of adjacent trials. This technique can be useful in the future, but 

we focus on the power of the techniques that are most widely used at this point in time.  

 

Overview of the simulations that will be presented 

In the following five simulation studies will be presented. All use data from the Adelman 

et al. (2014) and the Hutchison et al. (2013) megastudies to estimate the power of 

typical word recognition studies that use the (masked) priming paradigm in combination 

with a Latin square design with repeated measures over participants and items. The first 

four simulations use the Adelman et al. (2014) database. In Study 1 the sample size is 

varied and a comparison is made between power estimates based on simulation and 

power estimated by sampling virtual experiments from the database. Study 2 tracks the 

influence of effect size, residual variance and the by participant and by item variation in 

base RT and priming effects. Study 3 looks at slightly more complex designs: how much 

extra data are needed when a third condition is added to the design or when a second 

factor and its interaction with the first are added? Study 4 studies the effect of violation 

of the model assumptions that are typical for reaction time research: reaction times 

have a distribution that is skewed to the right and often the mean and variance are 

correlated. Study 5 replicates the basic power simulations for the Hutchison et al. (2013) 
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megastudy, to examine how much the absolute power and sample size estimates vary 

depending on the experimental manipulation.  

 

Simulation study 1: Sampling from real data vs. simulating data  

Description of the data  

The first simulation study estimates the power of a typical lexical decision experiment 

that uses orthographic priming. We started with the data from the Adelman et al. (2014) 

priming megastudy. This study used a Latin square design with 28 prime types, 420 

items and 1020 participants. So there were about 15,300 observations per prime 

condition. No-one will ever conduct a small-scale factorial study with 28 conditions, one 

can hope, so the number of conditions was reduced by ordering them according to 

average RT and splitting them in two groups, as shown in Figure 1. This resulted in two 

conditions with 214,200 observations each and a difference in average RT of 16 ms. As is 

general practice, RTs of error trials and outliers were excluded (outliers were detected 

using an adjusted boxplot for skewed distributions, Hubert & Vandervieren, 2008).  
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Figure 1: Construction of the two prime types from the data of the Adelman et al. (2014) 

priming megastudy. Prime types varied from an identity prime (extreme left) to an all 

letter different prime (extreme right). 

 

Sampling from the real data  

From the dataset with two prime types, virtual replications can be generated by taking 

the data of a sample of participants on a sample of items. Only the word trials were 

used (remember that in a real experiment, the same number of nonwords trials must be 

added). Because of the Latin square design, the priming condition is fixed once a 

participant and item are selected. The following sample sizes were used: 20 participants 

and 20 word items (200 trials per cell of the design, 400 trials in total), 20 participants 

and 40 items, 40 participants and 20 items (two ways of getting a total of 800 trials), 20 

participants and 80 items, 40 participants and 40 items, 80 participants and 20 items 

(three ways of getting a total of 1,600 trials), 40 participants and 80 items, 80 

participants and 40 items (two ways of getting a total of 3,200 trials), 40 participants 

and 160 items, 80 participants and 80 items, and 160 participants and 40 items (three 

ways of getting a total of 6,400 trials).  

 

Sampling using simulations  

A second way of conducting a power analysis is by simulation. Here the megastudy was 

used as a pilot study to obtain relatively stable estimates of the relevant population 

parameters. These parameters were then used for generating replications. The 

simulation assumed that a linear mixed model with prime as a fixed factor, a random 

intercept and priming effect per participant and a random intercept and priming effect 

per item was the correct population model for the data. In the R package lme4 (Bates, 

Maëchler, et al., 2015), the model can be expressed by the following formula:  
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RT = 1 + prime + (1 + prime|participant) + (1 + prime|item) 

in which 1 stands for the intercept, prime for the fixed effect of priming condition, 

(|participant) for the random effects over participants, and (|item) for the random 

effects over items.  

To select the parameter values of the simulations, we used the entire dataset of 

Adelman et al. (2014) as a pilot study. Running the above lme4 model on the dataset 

(correct word trials only, outliers excluded) resulted in the following set of rounded 

parameters (see also Table 2):  

• The intercept (680 ms) is an estimate for the average RT in the baseline condition.  

• The regression weight for prime type (16 ms) is an estimate for the average difference 

between the two priming conditions.  

• The standard deviation of the random intercept per participant (100 ms) is an 

estimate of the participant variability in base RT. 

• The standard deviation of the random intercept per item (50 ms) is an estimate of the 

item variability in base RT.  

• The standard deviation of the random priming effect per participant (5 ms) is an 

estimate of the participant variability in the priming effect.  

• The standard deviation of the random priming effect per item (5 ms) is an estimate of 

the item variability in the priming effect. 

• The standard deviation of the residual (150ms) is an estimate of the variability in the 

data not explained by the model. 

• The model allows correlations between the random intercepts and priming effects. 

For the participants the correlation is positive (0.4): slower participants show a 

larger priming effect. For the items the correlation is negative (-0.6): the priming 

effect is larger for easier items.  

 

 Parameter  Value  
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Intercept  

Priming effect  

Residual  

680 ms  

16 ms  

150 ms  

Participant intercept SD  

Item intercept SD  

100 ms  

50 ms  

Participant priming effect SD  

Item priming effect SD  

5 ms  

5 ms  

Correlation participant intercept and priming effect  

Correlation item intercept and priming effect  

0.4  

-0.6  

Table 2: Parameter values for the power simulations based on the Adelman et. al (2014) 

orthographic priming study. SD = standard deviation. 

 

Note that the parameters of interest are all expressed on the scale of the measurement: 

milliseconds. There is no need to calculate standardized effect sizes.  

For each simulation, a Latin square design with two priming conditions and the required 

numbers of participants and items were used. For each trial a random RT was generated 

given the prime effect and the variances described above. So each RT was the sum of:  

• The intercept 

• The effect of prime condition (0 or 16 ms) 

• The value of the random intercept and priming effect for that given participant 

(drawn from a multivariate normal distribution with mean vector 0, standard 

deviations of 100 and 5 ms and a correlation of 0.4.) 

• The value of the random intercept and priming for that given item (drawn from a 

multivariate normal distribution with mean vector 0, standard deviations of 50 

and 5 ms and a correlation of -0.6.) 
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• A random residual (drawn from a normal distribution with a standard deviation 150 

ms). 

Note that data were generated that conformed to the assumptions of the analysis 

models: all random effects and residuals were identically and independently distributed 

and drawn from a (multivariate) normal distribution.  

For each simulation 2,000 virtual studies were generated. The data per study were 

analyzed in three ways: (1) a mixed effects model, (2) separate F1 and F2 tests, and (3) 

the minF’ test. The mixed effects model always included random intercepts per 

participant and item and if necessary a random slope of the priming effect per 

participant and/or item (Barr et al., 2013). 

Simulations of a null priming effect were also included. In the sampling method, the 

condition labels for the priming factor were randomly reshuffled to generate a null 

effect, leaving the average reaction times for each participant and item unaltered. If an 

analysis method performs well, exactly 5% of the samples with a null effect should find a 

significant effect at the .05 level. False positive rates between 2.5% and 7.5% may be 

considered acceptable (Bradley, 1978).  

 

Results  
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Figure 2: Power to find a 16 ms priming effect as a function of sample size and analysis 

method. Samples are generated by sampling from real data or by simulation. Black dots 

show the type I error rate. The three black lines indicate the 2.5%, 5%, and 7.5% levels 

between which the type I error rate should be situated. 

 

Figure 2 shows the results. Four findings are noteworthy. First, the mixed effects model 

was the most powerful and did not result in an excessively high number of false 

positives (see the black dots, which should be between 2.5% and 7.5%). The old strategy 

of separate F1 and F2 analyses tended to be conservative, as can be seen in the low 

number of false positives (around 2.5% instead of 5%). The minF’ test was very 

conservative, as has been known for a long time (Forster & Dickinson, 1976).  

Second, even with the best analysis method, the power of the small designs was much 

too low (e.g., only 15% significance expected in a priming experiment with 20 
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participants and 20 items). Designs required at least 40 participants and 80 items or 80 

participants and 40 items to approach the desired power level in the mixed effects 

analysis. The F1F2 method needed an 80 by 80 or equivalent design (160 by 40 or 40 by 

160) to reach 80% power, the minF’ test even more. 

Third, the number of participants and number of items seem to offset each other in the 

Adelman et al. (2014) study. So, when it is difficult to recruit many participants, the 

experimenter can compensate by using more items. Similarly, when it is difficult to 

construct many items, this can be compensated by running more participants. Below, 

we will examine whether the same is true for the Hutchison et al. (2013) dataset. 

Fourth, the results of the sampling method and the simulation method were very 

similar. This is a first indication that the simulated data are not affected too much by the 

idiosyncracies of RT studies, such as trial-to-trial dependencies, heteroscedasticity, and 

the positive skew of the RT distribution (see below). If anything, in some conditions 

there was less power in the real data, but this can easily be explained by the 12% error 

trials that were removed from the real data, as will be shown later.  

The observation that the simulation results are in line with the results of sampling from 

real data is encouraging, as in most cases we have no megastudy available for a power 

simulation. Moreover, real data cannot be manipulated: We can measure the priming 

effect, error variance, item variance and other relevant properties, but these properties 

cannot be manipulated directly to measure their contribution to the observed power. 

For estimating the contribution of each parameter to the estimated power, simulation is 

necessary. This is the topic of the next simulation study: power is estimated varying the 

effect size and the variance parameters of a basic two-condition Latin square design.  

 

Simulation study 2: influence of effect size and variance components  

The first study showed that real data can be simulated using only nine parameters: an 
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intercept, a priming effect, five variances (the variance components) and two 

correlations. In this study these parameters are varied one by one keeping the others 

constant. The parameters are the same as in Study 1; only the priming effect was 

increased to 20 ms. To keep the simulation work feasible, only designs that result in a 

total sample size of 1600 trials were used (20 by 80, 40 by 40, and 80 by 20). All 

simulations were done twice: with the correlations between random intercepts and 

primes at their estimated value (0.4 and -0.6) and with the correlations set to 0. As both 

simulations generated virtually the same results only the first is reported. Table 3 gives 

an overview of the parameter values that were used.  

 

Parameter  Fixed value  Tested values  

Intercept  

Priming effect  

Residual  

680 ms  

20 ms  

150 ms  

 

10 / 20 / 40 ms  

75 / 150 / 300 ms  

Participant intercept SD  

Item intercept SD  

100 ms  

50 ms  

25 / 50 / 100 / 200 ms  

25 / 50 / 100 / 200 ms  

Participant priming effect SD  

Item priming effect SD  

5 ms  

5 ms  

2.5 / 5 / 10 / 20 / 40 / 80 ms  

2.5 / 5 / 10 / 20 / 40 / 80 ms  

Correlation participant intercept and 

priming effect  

Correlation item intercept and priming 

effect  

0.4  

-0.6  

0 / 0.4  

0 / -0.6  

Table 3: Parameter values for the power simulations varying effect size and variance 

components.  

 

The impact of effect size  
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The default effect size was 20 ms. A condition with half the effect size (10 ms) and a 

condition with double the effect size (40 ms) were added. Figure 3 shows the results. 

Obviously, power increased as the effect size increased. As before, items were as 

valuable for power as participants. The mixed effects analysis was most powerful; F1F2 

and minF’ were too conservative. Even for the mixed effects model, the power for 

finding a 10 ms effect was only around 25% with a total of 1,600 observations (800 per 

cell). Also notice how much powerful the design with 1,600 observations becomes for a 

priming effect of 20 ms relative to the 16 ms observed in the Adelman et al. study 

(Figure 2): The power increases from 50% to 70%. 

 

Figure 3: Power as a function of effect size.  

 

Residual variability  

The same manipulation was used for the residual variability: the parameter value was 

left unaltered (150ms), halved (75 ms) or doubled (300 ms). Figure 4 shows that the 

residual had the opposite effect of the effect size: power decreased as the residual 

variability was increased. Remember that an estimate of the residual variance for a 
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particular study can be obtained from a mixed effects analysis of a pilot study. 

 

Figure 4: Power as a function of residual variance.  

 

Variability of the participant and item intercept  

The default standard deviation of the by item intercept was 50 ms, for the participants 

this was 100 ms. For both, conditions with 25, 50, 100 and 200 ms variability were 

tested. Both should have the same influence on power. The results in Figure 5 

confirmed this. Both had no influence on the mixed effects model, but the power of 

F1F2 and minF’ analyses decreased with increasing participant and item variability. The 

F1F2 analysis became more conservative with increasing participant and item variability. 

Note that the power of the F1F2 and minF’ analyses was also lower in the simulation 

where the by item variability was manipulated and higher in the simulation where the 

by participant variability was manipulated. This is to be expected: The by item variability 

was manipulated while the by participant variability was held constant at a higher value 

(100 ms); the by participant variability was manipulated while the by item variability was 

held constant at a lower vale (50 ms).  
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Figure 5: Power as a function of participant and item intercept variability.  

 

Variability of the priming effect per participant and per item  

For both participants and items the default priming effect variability was 5 ms. Because 

this might be lower than in other paradigms, these parameters were not only halved 

and doubled, but conditions where they were far larger (20, 40 and 80 ms) were also 

included. Figure 6 shows the results. In the 2.5 ms to 10 ms range the variability of the 

priming effect had no large impact on power, but above that the power dropped for all 

analysis methods. For the first time, there was also a differential effect of adding 

participants vs. adding items. When item variability went up, power was gained by 

increasing the number of items. When participant variability went up, power was be 

gained by increasing the number of participants. The type I error rate of the mixed 

effects model was within acceptable limits, but on the high side when the standard 

deviation of the random slope was around 10-20ms. Below and above this range the 

type I error rate was very close to its nominal value. This pattern was somewhat 
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confusing but it was replicated in simulation study 4 further down. For the minF’ and 

F1F2 analyses the influence of the random slope on the type I error rate was clearer: 

there seemed to be an increase of the error rate with increasing variability of the 

random slope, but both tests remained conservative.  

Figure 6: Power as a function of participant and item priming effect variability.  

 

Conclusion of simulation study 2  

A few rules of thumb emerge from this set of simulations: (1) For all types of analysis, 

power increased with the effect size and (2) decreased with the residual variability. (3) 

Variability of the participant and item intercept did not have an impact on the mixed 

effects model, but it did on the F1F2 and minF’ analyses. (4) Power dropped with 
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variability of the priming effect over participants and over items. In the mixed effects 

model, however, this only was a real problem for values that were much higher than the 

ones observed in Adelman et al. (2014) dataset. (5) The correlation between the 

intercepts and the slopes does not make a noticeable difference. All in all, these are 

interesting findings, as it means that we do not have to worry too much about the 

parameters of our data except for the effect size (the variable we are interested in 

anyway) and the residual variability. 

 

Simulation study 3: cost of added complexity  

The design studied in simulations 1 and 2 is the simplest Latin square design one can 

think of: A single factor was manipulated with two levels. This was a good starting point 

for discovering the variables that influence power, but in practice most designs are 

more complex. Factor levels are often added, other (between or within) factors can be 

added, continuous covariates can be added, interactions can be added, and so on. In the 

following, the influence of adding a third factor level and the influence of adding a 

second factor to the design are studied.  

 

Adding a third level  

Adding a third level to variable is often done for exploratory purposes. Researchers want 

to see how a new prime will relate to previously established related and unrelated 

conditions. From the existing literature, it is not clear what the consequence will be. If 

we take a G* Power (Faul et al., 2007), it predicts that adding a level to a repeated 

measurement is actually beneficial. For instance, if the effect size f = .25, the software 

advises a sample size of 34 participants when the repeated measure contains two levels 

(for power = .8). When the repeated measure has three levels, the recommended 

number of participants drops to 28. To some extent, this can be defended, as adding 
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another observation increases the total dataset. In contrast, Bradley and Russell (1998), 

on the basis of simulations, strongly warned against the introduction of an extra level to 

a repeated measure, because it decreases the power of the study. 

An extra complication in language research is whether the addition of a third level 

means that more trials will be used or whether the number of trials remains the same. 

The latter is the case, for instance, when a limited set of target words is available for 

which either two types of primes or three types of primes are constructed. On the basis 

of what we have seen so far, it seems indisputable that adding a third level without 

increasing the number of observations will hurt the power of an experiment. 

Adding a third level to a factor also requires more parameters to be estimated. In 

addition, for F1F2 and minF’ analyses the type I error might be inflated. One of the 

assumptions of repeated measures analysis by ANOVA is sphericity: all variances of the 

differences between conditions should be equal. If this assumption is not met the type I 

error rate is known to increase. Solutions have been proposed that reduce the degrees 

of freedom of the F test to better control for the type I error rate (Greenhouse & 

Geisser, 1959; Huynh & Feldt, 1976). In our design there are difference scores per 

participant and per item, so there are two places where the sphericity assumption can 

be violated.  

The construction of a factor with three levels was done in a similar way as in Study 1. 

The 28 conditions of the Adelman et al. (2014) study were reduced to three conditions 

by ordering them according to average RT and splitting them into three groups. In the 

data there were no strong violations of the sphericity assumption: Over participants, the 

difference scores between the three conditions had standard deviations of 20, 22 and 

20, over items the standard deviations of the difference scores were 17, 18 and 17.  

The same model as in study 1 was fitted to the data, but now with two dummy variables 

for the priming effect. The slowest condition was treated as the baseline. The first 

priming effect is the difference between the middle condition and the baseline; the 
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second priming effect is the difference between the fastest condition and the baseline:  

RT = 1 + prime1 + prime2 + (1 + prime1 + prime2 | participant) + 

(1 + prime1 + prime2 | item) 

This model contains three fixed effects and three random effects per participant and per 

item: each time an intercept and two priming effects. The (rounded) estimates from the 

fitted model are listed in Table 4. In the simulations the first priming effect was 10 ms, 

with a standard deviation of 2.5 ms per item and per participant. The second priming 

effect was 20 ms, with a standard deviation of 5 ms per item and per participant. This 

means that the new simulation was identical to the simulations with two prime 

conditions in terms of effect size and variance, but a third condition was added between 

the two conditions that were already there.  

 

Parameter  Value  

Intercept  

Priming effect 1 & 2  

Residual  

680 ms  

10 / 20 ms  

150 ms  

Participant intercept SD  

Item intercept SD  

100 ms  

50 ms  

Participant priming effect 1 & 2 SD  

Item priming effect 1 & 2 SD  

2.5 / 5 ms  

2.5 / 5 ms  

Correlation participant intercept and priming effects  

Correlation item intercept and priming effects  

0.2 / 0.2  

-0.5 / -0.5  

Correlation participant priming effects 1 & 2  

Correlation item effects 1 & 2  

1  

-0.5 / 0.7  

Table 4: Parameter values for the power simulations using a three-level factor.  
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To examine the effects of increases/decreases in the number of observations per cell as 

a result of the addition of a third level, we compared various scenarios. First, we had a 

scenario in which the number of observations per cell decreased, because the same 

number of stimuli was distributed over three levels rather than over two. In the second 

scenario, the sample size was increased by 50% to get the same number of observations 

per cell. More specifically, we increased the number of items and participants by 25% 

each (20 was increased to 25, 40 was increased to 50 and 80 was increased to 100). This 

resulted in slightly more observations per cell than in the simulations with only two 

factor levels. In the third scenario, the sample size was doubled to get the same number 

of observations per degree of freedom for the factor. To achieve this, the number of 

items and participants was increased by 45% each (20 was increased to 29, 40 was 

increased to 58 and 80 was increased to 96).  So for the simulation the number of items 

and participants was increased by the same amount. If necessary it is possible to only 

increase the number of items, but by a larger amount.  
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Figure 7: Power as a function of the number of conditions. 3= means that the total 

number of observations is kept fixed and the available number of observations is spread 

over more conditions. 3+ means the total sample size is increased to keep the number of 

observations per condition fixed. 3++ means the total sample size is further increased to 

keep the number of observations per degree of freedom fixed.  

 

Figure 7 shows the results for the omnibus test that checks for an overall priming effect. 

As expected, the power dropped considerably if the number of observations remained 

the same, because now fewer observations were made per cell in the design. With the 

same number of observations per cell, power was still lower than in the experiment 

with only two conditions, in line with Bradley and Russell’s (1998) caution and against 

what could be expected on the basis of G* Power. Further increasing the sample size to 

have the same number of observations per degree of freedom (which resulted in 

doubling the total sample size) resulted in more power than in the two-level design.  

The results for the direct comparisons between the three conditions mirrored the 

results of the omnibus test (see Figure 8). The tests for the comparison between the 

outermost conditions were slightly more powerful than the omnibus test comparing all 

three conditions. The tests for the comparison of the inner condition with one of the 

two outer conditions were the least powerful.  



 

33 

 

 

 

Figure 8: Power for the direct comparisons between the levels of the three-level factor.  

 

Adding a second 2-level within factor plus interaction  

When a second 2-level factor is added to a design with a single 2-level factor, the 

number of possible models for the random structure increases quickly. Per participant 
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the model may or may not contain the random slope for the first factor, for the second 

factor and for the interaction, giving a total of eight possible models. For the items, 

there are the same eight possibilities. So, in total there are 64 models for the random 

structure to be considered. This would have made the simulations very time-consuming.  

To simplify matters, were generated using a model that did not require random slopes 

per participant or per item (see Table 5). To simplify matters further, the same 

parameter values were used for the random intercept per item and per participant (100 

ms standard deviation) and the same effect sizes were used for both factors and their 

interaction (20 ms each).  

 

Parameter  Value  

Intercept  

factor A  

factor B  

interaction  

Residual  

680 ms  

20 ms  

20 ms  

20 ms  

150 ms  

Participant intercept SD  

Item intercept SD  

100 ms  

100 ms  

Random slope A over participants  

Random slope B over participants  

Random slope AB over participants  

0  

0  

0  

Random slope A over items  

Random slope B over items  

Random slope AB over items  

0  

0  

0  

Table 5: Parameter values for the interaction simulations in a design with two within 
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variables.  

 

Figure 9 shows the results when the newly added factor (just like the original variable) 

was manipulated within participants and within items. The tests for both factors and the 

interaction have the same power. The simulation shows no inflation of the type I error 

rate for the interaction. Further simulations indicated that the results of each test were 

independent of the effect of the other tests: The type I error and power for the test of 

factor A was not influenced by the effect size of factor B or by the interaction effect 

(figures not shown to save space). The same was true for the tests of factor B and the 

test of the interaction.  

 

Figure 9: Power for a design with two crossed within factors.  

 

So, in the present simulation with the model outlined in Table 4, the test for the 

interaction had the same power and type I error rate as the tests for the main effects. 

This is easily explained by the fact that in a factorial design all three tests are 
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orthogonal. In practice, however, interactions may be more difficult to replicate than 

main effects (e.g. Hill-Burns, Hamza, Zabetian, Factor, & Payami, 2011). Here it is 

important to point out that the single degree of freedom test for the interaction only 

rejects the null hypothesis that the effects of both factors are additive. Nothing more. It 

is no test about the differences between the four cells of the design. Direct comparisons 

of the four cells of the design would be less powerful and less replicable than the tests 

comparing the two levels of factor A or B; comparing two factor levels contrasts two 

halves of the data, comparing two cells of the design contrasts two quarters of the data. 

So the power for the direct comparisons between the four cells of the design is more 

related to the power of an analysis where the design is treated as if it consists of a single 

factor with four levels.  

 

Adding a 2-level between items/participants factor  

In the previous section both factors were manipulated within items and within 

participants. If we allow one or both factors to be varied between participants and/or 

between items, we end up with total of sixteen possible designs. Some of them are 

equivalent: e.g. a design where A is both within items and within participants and B is 

within items and between participants is equivalent to a design where A is within items 

and between participants and B is both within items and within participants. Table 6 

gives an overview of the seven distinct types of interactions. Some of the possible 

interaction designs fall outside the scope of the present ms (e.g. when both A and B are 

varied between items, there are no crossed random effects anymore). For the sake of 

brevity, we only report the results for two groups of designs: designs where one factor is 

completely within and the other is partly between, and designs where one factor is 

within-between and the other is between-within (types 2 and 3). Both are Latin square 

designs with two grouping factors.  
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A A  

items participants  

B B  

items participants  

1  within within  within within  

2  

2  

2  

2  

within within  

within between  

within within  

between within  

within between  

within within  

between within  

within within  

3  

3  

within between  

between within  

between within  

within between  

4  

4  

within between  

between within  

within between  

between within  

5  

5  

within within  

between between  

between between  

within within  

6  

6  

6  

6  

between between  

between within  

between between  

within between  

between within  

between between  

within between  

between between  

7  between between  between between  

Table 6: Possible interaction designs where two factors A and B can be manipulated 

within or between items and participants. There are sixteen possible designs that fall in 

seven distinct classes.  

Figures 10 and 11 show the results. For factors that were manipulated partly between, 

power was greatly reduced, but the interaction had the same power as the variable that 

was manipulated completely within. If both factors were partly between both main 

effects had low power, but the interaction still had the same power as a variable that is 
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manipulated completely within.  

 

 

Figure 10: Power for a design with two crossed factors where one factor is manipulated 

partly between.  

 

Figure 11: Power for a design with two crossed factors where both factor are 
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manipulated partly between (one is between items and the other is between participants 

or the other way around).  

 

Simulation study 4: violations of model assumptions  

The first simulation study showed that the power estimates based on simulated, 

idealized data were relatively close to the power estimates based on real data. This 

study looks at three departures from the ideal that are often present in RT data. First, 

reaction times do not follow a normal distribution but are skewed to the right. Second, 

the variance may vary across conditions: Often reaction times in slower conditions have 

a larger variance. Third, most researchers induce missing data in their design by 

removing outliers and reaction times from trials where the participant responded 

incorrectly. These three factors will be studied one by one, but first we estimate how 

strong these departures from the ideal are in the Adelman et al. (2014) study.  

 

Gauging the problem  

In Study 1, a linear mixed effects model was fitted to the Adelman et al. (2014) data. The 

model had a fixed effect for prime type, random intercepts per participant and item and 

random slopes for prime type per participant and item. Inspection of the residuals from 

this model (Figure 12) shows that the normality assumption was violated, but there is no 

indication of heteroscedasticity. In Figure 13 the random effects are plotted. The 

distribution of the random intercepts has a tail to the right; the random slopes are more 

symmetrical.  
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Figure 12: Residuals of the fitted model.  

Figure 13: Distribution of the random intercepts and slopes of the fitted model.  

 

Global simulation  

Using the residuals and estimates of the random effects of the fitted model, it is 
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possible to make a hybrid of the two methods used in simulation Study 1. Instead of 

drawing residuals and random effects from a (multivariate) normal distribution, one can 

draw them from the residuals and random effects from the model fitted to the whole 

database. That way, realistic departures from normality can be incorporated into the 

simulations. Figure 14 contrasts the results of this hybrid method with the results of the 

power simulation of Study 1 (see Table 2 for the parameter values). No obvious 

differences were seen. This suggests that the departures from normality observed in the 

data do not noticeable reduce the power or increase the type I error.  

Figure 14: Power when the residuals and random effects are drawn from the observed 

residuals and random effects of the model fitted to the full dataset rather than simulated 

on the basis of a normal distribution.  

 

Skewed residuals  
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In the following a more theoretically inspired approach is used. Residuals and random 

effects are drawn from an exponentially modified Gaussian distribution. This is a 

convolution of the normal (Gaussian) distribution and the exponential distribution. The 

result is a right-tailed distribution. Reaction times are often hypothesized to come from 

this distribution (see Matzke & Wagenmakers, 2009, for a review).  

The exponentially modified Gaussian distribution has three parameters: μ (the mean) 

and σ (the standard deviation) are inherited from the normal distribution and τ (the 

exponential rate) is inherited from the exponential distribution. Importantly, the 

standard deviation of the mixture is equal to the geometric mean of the standard 

deviation of the normal part and the rate of the exponential part. It is thus possible to 

choose σ and τ in such a way that the standard deviation of the generated data remains 

the same, while the skewness is varied between 0 (perfectly normal) and infinity (all 

variability is in the tail of the distribution). This is the approach used in the following 

series of simulations. To put it in another way: skewness of the distribution was 

manipulated in such a way that it does not increase the total variability of the 

distribution. So the aim is not to answer the question what happens if variability is 

added to the right tail of the distribution. The aim is to answer the question whether it is 

important where the variability comes from: From the center of from the right tail of the 

distribution. The retimes package (Massidda, 2013) was used to obtain estimates for the 

ex-gaussian parameters of the residuals of the fitted model. The estimate were σ = 70 

and τ = 120. Table 7 shows the values of σ and τ used in the simulation. The settings for 

the other parameters were the same as in Study 2 (see Table 3).  

σ  τ  SD  Skewness  

150  

130  

65  

0  

0  

75  

135  

150  

150 

 

150 

 

150 

 

150 

0.00  

0.25  

1.46  

Infinite  
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Table 7: Parameter values for the ex-gaussian distribution of the residual.  

 

Figure 15 shows the results. None of the methods was sensitive to the skewness of the 

residual of the model. For F1F2 and minF’ this can be expected: Both methods proceed 

by first doing analyses on data that are averaged per item and per participant. By the 

Central Limit Theorem these averages will converge to normality. This is not the case for 

the mixed effects analysis: Here the raw trial data are entered into the analysis, leaving 

any non-normality in the data. The results suggest that this is not problematic for the 

inferences based on the model: Power did not decrease and the type I error stayed 

within acceptable limits. It has been stated that reaction times should always be log-

transformed to make the data distribution closer to normality (e.g. Baayen & Milin, 

2010). The results of the present simulation suggest that this is not necessary.  

 

Figure 15: Power dependent on the skewness of the residuals, keeping the total 

variability of the residuals fixed.  
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Skewed participant/item intercept  

In the model fitted to the full dataset, both the by participant and by item intercepts 

had a skewed distribution. The estimates for the ex-Gaussian parameters were σ = 60 

and τ = 80 for the participant intercepts, σ = 25 and τ = 40 for the item intercepts. In this 

simulation the standard deviation of the participant intercept was kept fixed at 100 ms 

and the standard deviation of the item intercept was kept fixed at 50 ms while varying 

the contribution of σ and τ as in Table 8. Figure 16 shows the results. Again it did not 

matter whether the variability had its origin in the center or in the tail of the 

distribution.  

 

σ  τ  SD  Skewness  

100  

80  

60  

0  

0  

60  

80  

100  

100 

 

100 

 

100 

 

100 

0.00  

0.43  

1.02  

Infinite  

 

σ  τ  SD  Skewness  

50  

40  

30  

0  

0  

30  

40  

50  

50  

50  

50  

50  

0.00  

0.43  

1.02  

Infinite  
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Table 8: Parameter values for the participant intercept (top) and item intercept 

(bottom).  

 

Figure 16: Power dependent on the skewness of the random intercepts, keeping the total 

variability of the random intercepts fixed.  

 

Skewed by participant/by item priming effect  

The estimated ex-Gaussian parameters were σ = 1.5 and τ = 1.5 for the random effect of 

priming per participant; for the random effect of priming per item this was σ = 2 and τ = 

0.05. Simulation Study 2 showed that the by participant and by item variability of the 

priming effect only had an influence when the variability was sufficiently high. Because 

of this, the participant and item variability of the priming effect was increased to 20 ms 

for this simulation. The parameter values used are listed in Table 9. Figure 17 shows the 

results. Again, the origin of the variability had no effect. The simulation did replicate the 
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finding that it is better to add participants if the effect varies a lot between participants 

and that it is better to add items if the effect varies a lot between items. The type I error 

rate was on the limit for the mixed effects model, independent of skewness. This 

replicated the result of Study 2, where we saw a relatively high type I error rate for 

random slopes of about 10 to 20 ms.  

σ  τ  SD  Skewness  

20  

16  

12  

0  

0  

12  

16  

20  

20  

20  

20  

20  

0.00  

0.43  

1.02  

Infinite  

Table 9: Parameter values for the participant and item priming effect (the same 

parameter values were used for both).  

Figure 17: Power dependent on the skewness of the random priming effects, keeping the 

total variability of the random priming effects fixed.  
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Heteroscedasticity  

Inspection of the residuals of the model fitted to the full dataset of the Adelman et al. 

(2014) study suggested no violations of the homoscedasticity assumption: the 

distributions of the residuals from both conditions are virtually indistinguishable (Figure 

12). This can be specific to the nature of the study, so we include a simulation where the 

variability of the slow condition is almost double that of the fast condition, while 

keeping the total variability constant. Figure 18 shows the result. There was slight 

decrease in power for the mixed effects model. This was not the case for the F1F2 and 

minF’ methods. Again this may be due to the fact that the last two analyses proceed on 

averaged data. Anyhow, even for the mixed effects model the decrease in power was 

small, even in the most extreme case (where the average of both conditions differed by 

20 ms and the standard deviation differed by 87 ms).  
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Figure 18: Power dependent on the heterogeneity of the residual, keeping the total 

variability of the residual fixed.  

 

Missing data  

The results of the previous sections suggest that the nature of reaction time 

distributions (skewness and possible heterogeneity of variances) is not a huge threat for 

the validity of any of the three analysis methods. However, in Study 1 the power was 

somewhat lower when sampling from real data than in a regular power simulation. One 

difference between both methods is that the real data contain missing values: when 

analyzing reaction time studies, most researchers remove RT data from error trials. RTs 

that are considered outliers are also routinely removed. In the Adelman et al. (2014) 

priming study this amounted to the removal of 12% of the data. Figure 19 shows what 

happens if 12% of the data is removed in the simulation: dependent on the analysis 

technique, power dropped up to 10%. This is very close to the differences we found be- 

tween real and simulated data in Study 1. However, this simulation is probably not 

optimal. In the simulation data were Missing Completely At Random (MCAR, see Schafer 

& Rubin, 2002, for a typology of missing data mechanisms). In the real data the missing 

RTs from error trials can be considered Missing At Random (MAR): missingness does not 

depend on the reaction time itself but on a related variable: error trials typically have 

slower reaction times.  Removal of the outliers leads to data that are Missing Not At 

Random (MNAR): missingness depends on the value of the reaction time itself. Still we 

see that as long as the missing data rate is not too high, the outcome from direct 

sampling and simulation are comparable for practical purposes.  
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Figure 19: Power if we remove 12% of the data due to errors and statistical outliers.  

 

Simulation study 5: Application to Hutchison et al. (2013) 

All simulations so far were based on the Adelman et al. (2014) study, which used 

masked orthographic priming. This probably is a paradigm with relatively small by 

participant, by item and residual variability, as it taps into the very early, nearly 

perceptual processing phases of visual word recognition.  

More complex processing may be subject to more variability, for example when the 

meaning of a word has to be retrieved. Therefore the exercise of Study 1 was repeated 

on data from the Hutchison et al. (2013) semantic priming megastudy. This study also 

used a Latin square design, but now the semantic relation between primes and targets 

was varied. In the original study, there were four types of primes per word (two related 

and two unrelated), but we simplified these to two conditions: related vs. unrelated. 

Also, two tasks were compared: lexical decision and naming.  

As before, a linear mixed model with priming condition as a two-level fixed effect and 

random intercepts and priming slopes per item and per participant was fitted to the 

data. Table 10 shows the parameter estimates. The size of the semantic priming effect 

was similar to the orthographic priming effect in the lexical decision task, but only half 
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of that in the naming task. The residuals were larger than in orthographic priming. In the 

lexical decision task the random slopes were larger than before, but in the naming task 

the random slope for participants was zero.  

Figure 20 shows the estimated power given the new parameter estimates. In the lexical 

decision task the power was considerably smaller than before: only 80 by 80 and 

equivalent designs came close to 80% power. For the naming task, a maximum of only 

40% power was obtained. In most situations adding items gave more power than adding 

participants. This agrees with the observation that it is particularly worthwhile to 

increase the aspect in the study (participants, items) with the largest variability in the 

priming slopes.  Also the observation that the overall power of the semantic priming 

study was lower than that of the orthographic priming study, is in line with the 

observation that the residual error has a large effect on the power of a study (Figure 4). 

The differences between the Adelman et al. (2014) dataset and the Hutchison et al. 

(2013) dataset should warn the reader not to mindlessly copy the numbers of 

observations we have obtained for the Adelman et al. study. First and foremost, it is 

important to have a look at the effect size and the residual variance. How do they relate 

to the data we have discussed for Adelman et al. (2014) and Hutchison et al. (2013)? 

Only then is it possible to properly gauge the number of observations needed for your 

design. 

 

Parameter  LD  Naming  

Intercept  

Priming effect  

Residual  

675 ms  

20 ms  

250 ms  

540 ms  

10 ms  

220 ms  

Participant intercept SD  150 ms  100 ms  
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Item intercept SD  50 ms  25 ms  

Participant priming effect SD  

Item priming effect SD  

10 ms  

15 ms  

0 ms  

10 ms  

Correlation participant intercept and priming effect  

Correlation item intercept and priming effect  

-0.14  

0.13  

0  

-0.41  

Table 10: Parameter values for the power simulations based on the Hutchinson et. al 

(2013) semantic priming study for both lexical decision and naming.  

Figure 20: Power estimates for semantic priming using either lexical decision or naming.  

 

Discussion  

Lo & Andrews 
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In psychology, replication rate is less than 40% (Open Science Collaboration, 2015). If 

researchers ran studies with adequate power, the number would be around 80%. 

Assuming there is no file drawer problem and no outright fraud, this low replication rate 

suggests that many psychological studies are underpowered.  

Currently, very few studies start with a sample size calculation to determine how many 

observations are needed. Instead, researchers rely on lab-specific choices for the 

number of participants needed and infer the power of a study post hoc: If a study finds a 

significant effect power must have been adequate, if a tudy does not, power must have 

been too low. Of course, this is a bad situation. 

The main reason why researchers do not run power analyses arguably is that they are at 

a loss how to calculate the power for the design they are using. Most of the time, the 

design is more complex than the simple examples given in textbooks and software 

packages. Increasingly, the analysis method also deviates from what is covered by a 

typical statistical handbook. The only way forward is to ask people with mathematical 

skills to tackle the issue head-on and to communicate their findings in terms that are 

informative for most researchers. This is what we have been trying to do in the present 

article. 

Our data include many positive and a few negative messages. To start with the most 

negative finding, it is clear that many of our language studies are indeed heavily 

underpowered. Researchers seem to forget that RTs vary from some 400 ms to some 

1,500 ms, and that we require many observations to reliably discern a genuine 20 ms 

effect in this pool of noise. Keuleers et al. (2012) already noticed that one requires  

3,200 word trials (40 participants, 80 trials) to detect a 40 ms effect between two 

conditions in a typical lexical decision experiment, and 12,800 word trials to detect a 20 

ms effect between two conditions. The present study shows that the priming paradigm 

is more powerful, but with a considerable difference between the two studies analyzed. 

Adelman et al. (2014)’s orthographic masked priming experiment was the most 

powerful, but still required a substantial number of observations to observe the 16 ms 
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priming effect. As shown in Figures 2, a reasonable research strategy would be to have 

at least 3,200 word observations (more than 40 participants and 80 stimuli or 80 

participants and 40 stimuli) in a single variable, 2-level orthographic priming design (this 

is 1,600 word observations per cell). Because of the higher residual variance, a 

reasonable research strategy for the Hutchison et al. (2013) semantic priming effect of 

20 ms would be to include at least 6,400 word observations (e.g., 80 participants, 80 

stimuli) for a single variable, 2-level semantic priming design (or 3,200 per cell).  

Further bad news is that many priming effects are smaller than 16 or 20 ms and that the 

number of observations needed increase for smaller effect sizes and for more complex 

designs. A reasonable rule of thumb for more complex designs is that the number of 

observations must increase relative to the number of cells in the design. In this respect, 

it is better to talk about the number of observations per cell rather than the total 

number of observations in the experiment. On the basis of the analyses reported here, 

our recommendation would be not to run studies with less than 1,600 word 

observations per condition (cell). Figure 3 shows that the number can be lower for an a 

priori predicted orthographic priming effect of 20 ms (when some 1,000 observations 

per cell may be enough), but this does not take into account the loss of data due to 

errors and outliers (Figure 19). It is important to note that the effect size should be 

predicted before the experiment is run, as the obtained effect size is the result of the 

expected effect size and random variation (which increases the possibility of false 

positives reported if only significant effects are published). As can be seen in Table 1, 

the recommended number of 1,600 observations per cell is considerably higher than 

currently achieved in most language experiments. 

The good news is that it is rather straightforward how to improve the situation. For a 

start, we now have better analysis methods than the F1F2 approach we had up to a few 

years ago. This by itself should be enough reason for language researchers to get 

acquainted with linear mixed effects models. Our simulations also show that the 

strategy to include random slopes only if they increase the fit of the model is a good 



 

54 

 

strategy, as it results in the highest power without an increase in Type I errors. 

The second interesting observation we made, is that in general researchers can increase 

the number of observations by increasing the number of participants and the number of 

items. Both seem to be largely interchangeable. This means that if it is difficult to find 

many participants, it is worthwhile to invest time in administering more trials to them. 

Conversely, if stimulus creation is taxing, this can be offset by testing more participants. 

When there is evidence that the effect is more variable over participants than over 

stimuli (which can be seen by looking at the SD of the slopes over participants and 

items), it is more efficient to test extra participants. The reverse is true when the effect 

is more variable over items than over participants. 

The third positive aspect of our enterprise is that we can ignore many of the parameters 

that play a role in RT generation. We can ignore everything that is related to the 

intercepts (absolute value, SDs over participants and items, correlations between 

intercepts and random slopes, as long as they are not too high). We can also largely 

ignore the SDs of the slopes of the effect, as long as they are below 10 ms (which they 

often will be). The only thing to keep in mind is that it is more worthwhile to test more 

participants when the SD in slopes is larger over participants than over items, and that it 

is more worthwhile to invest in extra items when the reverse is true. So, we can focus 

on the effects that really matter: (1) the size of the effect we are investigating (which is 

important to us anyway), and (2) the residual error (which hopefully will be closer to 150 

ms than to 250 ms). 

Another message to be retained from our simulations is that it is not a good idea to 

increase the complexity of a study for exploratory purposes by adding an extra level to a 

variable. In general, this change decreases the power of the experiment, even if extra 

observations are added to make up for the extra cells in the design (Figure 7). This 

message has been given before (Bradley & Russell, 1998), but is well worth repeating, 

given the small impact it has had so far. When a second factor is added that is 

orthogonal to the first there is no loss of power for the main effect or for the 
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interaction, but the power of tests contrasting individual cells of the design will be low.  

So without extra observations you are at risk of finding a significant interaction whose 

origin cannot be traced. 

The final piece of good news is that power can easily be gauged by means of simulation. 

A simple simulation based on the output of a linear mixed effects analysis gives data 

that are very close to data from real life experiments, because many of the peculiarities 

inherent to RT studies do not have a debilitating impact on the power estimates. So, if 

researchers have pilot data and want to know the exact number of observations needed 

for their study, they do not have to rely on the rather crude rules of thumb we provide, 

but they can calculate the exact number by simulation (e.g., also taking into account the 

number of stimuli they have at their disposal). Because it is important to know the full 

information of the linear mixed model, we strongly urge researchers to always list the 

full table of effect sizes and variance components in their publications (as in Tables 3 

and 10). This will allow everyone to estimate the power of the design and it will help us 

as a community to learn which values can be expected for various research topics. It will 

also help us to gauge the quality of an individual study. 

Although the present paper contains many details, which may scare readers off, our 

conclusions can be summarized in a few straightforward rules of thumb: 

- Use linear mixed effects analysis to analyze the data, with random slopes for all 

significant effects. 

- Try to keep the design as simple as possible. 

- If you think you will find a priming effect of 20 ms or slightly lower, aim for 1,600 

word observations per cell of the design. Also, have a look at the residual error. 

Is it around 150 ms?  

- Further simulations (not reported) suggest that a reasonable rule of thumb for 

smaller (and larger) priming effects is, to quadruple the number of observations 

per cell for expected priming effects of half the size (i.e., 10 ms). As the 

Hutchison et al. (2013) study suggests, it is also necessary to double the number 
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of observations when the residual error is 250 ms or more. 

- If an effect is borderline significant (p ≈ .05), Simonsohn (2015) recommends to 

replicate it with 2.5 as many observations, if it is central to your theory. 

We are aware of the fact that the numbers we give, are substantially higher than 

current practice. However, they are not unfeasible. Our own studies have shown that 

one can collect lexical decision times for 1,000 words (and 1,000 nonwords) in one hour. 

In addition, linear mixed effects models allow the inclusion of continuous variables 

together with discrete variables. This means that one can be much less strict in the 

selection of stimulus materials. The conditions do not have to be perfectly matched on 

all possible control variables. It is better to have extra observations than to have 

perfectly matched stimuli. Statistical procedures are powerful, but particularly so when 

they are based on a big datasets. 

In hindsight, a major mistake has been made in the 1980-1990s. In that period of time, 

running psychological experiments became more efficient because of the introduction 

of personal computers. Suddenly it became much easier to present stimuli, measure 

response times, and analyze the data. Whereas before, running and analyzing an 

experiment could take up to three months, now it became standard to run an 

experiment every one or two weeks. We used the extra capacity to run more 

experiments, instead of scaling the experiments up to reasonable dimensions. Now it is 

time to put the situation right. No more priming studies can be accepted for publication 

if they contain less than 1,000 observations per condition for an a priori predicted 

priming effect of 20 ms (Figure 3). For smaller effects, the numbers rapidly increase. As 

Adelman et al. (2014) shows, for a priming effect of 16 ms one already requires 1,600 

observations per cell, which is the number we recommend for standard testing. 

 

Supplemental materials 

To help researchers use the insights from our analyses, we make the following 
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information available via the Open Science Framework (https://osf.io/). 

- The databases of Adelman et al. (2014) and Hutchison et al. (2013), as used in 

the present analyses (i.e., with one related and one unrelated prime condition). 

- The R code of the analyses run on these data, resulting in Tables 2 and 10. 

- The programs to simulate the data for the Adelman et al. (2014) and the 

Hutchison et al. (2013) experiments with one variable, two levels. (These data 

can then again be analyzed with the R code of step 2. For proper power testing, 

data generation and analysis will have to be repeated 2,000 times). 
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